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Abstract 

The aim of our paper is to motivate and present the principal definitions of the game theory field, the main 
methods and examples on how to reason in game theory analysis. 
 
We focus on presenting the equilibrium concept, specifically Nash equilibrium, and emphasize analyzing its 
complexity and the inefficiency that arises in equilibrium. 
 
We introduce all the definitions of the space through examples, an approach used by the game theory 
literature. We also present the complexity analysis before reasoning about the tractability of Nash equilibria. 
 

1.1 An Introduction To Game Theory 

A staple of game theory is a scenario known as the Prisoner’s Dilemma. Here is its canonical presentation: 

Two members of a criminal gang are arrested and imprisoned. Each prisoner is in solitary confinement with no 

means of speaking to or exchanging messages with the other. The police admit they don’t have enough evidence to 

convict the pair on the principal charge. They plan to sentence both to a year in prison on a lesser charge. 

Simultaneously, the police offer each prisoner a Faustian bargain. Each prisoner is given the opportunity either to 

betray the other, by testifying that the other committed the crime, or to cooperate with the other by remaining 

silent. Here’s how it goes: 

 If A and B both betray the other, each of them serves 2 years in prison 

 If A betrays B but B remains silent, A will be set free and B will serve 3 years in prison (and vice versa) 

 If A and B both remain silent, both of them will only serve 1 year in prison (on the lesser charge) 

Do you “get” the dilemma? Both prisoners do better if they cooperate with one another. But they are taken to separate 

rooms, where the decisions of the other are no longer visible. You can see the question evolving towards one of trust… 

This parable can be drawn as a matrix in strategy-space: 



 
Figure 1.1.1 Prisoner’s Dilemma strategy-space 

Consider Person A’s perspective, as seen below in Figure 1.1.2.  

 If the other person cooperates (top rectangle), Player A would do better defecting (rightmost cell).   

 If the other person defects (bottom rectangle), Player A would do better defecting (rightmost cell).  

No matter B’s choice, defection leads to a superior result. Call such a situation strategic dominance.  

Person B’s perspective, below in Figure 1.1.3, is analogous: 

 If the other person cooperates (left rectangle), Player A would do better defecting (bottom cell).   

 If the other person defects (right rectangle), Player A would do better defecting (bottom cell).  

Thus, the strategically dominant outcome is Defect-Defect, or (D, D).  

  
Figure 1.1.2 Figure 1.1.3 

If the prisoners could coordinate their responses, would they select (D,D)? Surely not. 

How might we express our distaste for (D,D) rigorously? One option would be to notice that (C, C) is preferred by both 

players. Is there anything better than (C,C), in this sense? No. 

Let us call the movement from (D,D) to (C,C) a Pareto improvement, and the outcome (C,C) Pareto optimal (that is, no 

one player's utility can be improved without harming that of another).  

It turns out that (C, D) and (D, C) are also Pareto optimal. If we map all outcomes onto an outcome-space, we notice that 

Pareto optimal outcomes comprise a "fence" (also called a Pareto frontier). 



 
Figure 1.1.4 Pareto Frontier In Outcome-Space 

The crisis of the Prisoner's Dilemma can be put as follows: (D, D) doesn't reside on the Pareto frontier. More generally: 

strategically-dominant outcomes need not reside on the Pareto frontier. 

While there are other, more granular, ways to express “good outcomes”, the Pareto frontier is a useful way to think 

about the utility landscape. 

Let me close with an observation I wish I had encountered sooner: the space of utility-space does not exist a priori. It is 

an artifact of causal processes. One might even question the ethics of artificially-induced "Prisoner's Dilemma" 

landscapes in certain contexts, given their penchant for provoking antisocial behaviors.  

1.2 An Introduction To Nash Equilibria 

Consider the following game: 

Both spouses prefer the company of one another. In fact, they spent the evening together, they incur zero cost. 

However, if faced with a choice of waiting in an empty house vs. earning some overtime, they would prefer the latter 

twice as much. 

We encode this game’s utility-space as follows: 

 
Figure 1.2.1 The Spousal Game 



Why did we invent the terms “Pareto optimality” and “strategic dominance”? What is so useful about noticing these 

idiosyncratic properties? One reason we invent names is to construct a universal toolkit: a thing that exists in all games, 

and we can use for our analyses.  

Pareto optimality still holds in the above game: there exists one location on the Pareto frontier. But strategic dominance 

does not exist in this game. Take a moment to convince yourself that this is true. 

If strategic dominance is too strong to be a universal property, we are tempted to relax it. What happens when we 

encode regret? That is, what does the spouse game look like after we consider cases when (on some outcomes) a player 

wishes she had played a different strategy.   

In Figure 1.2.3, we encode spousal regret with arrows.  In the (H, W) outcome, Spouse A wishes she had worked but 

Spouse B wishes he had gone home. In the (W, H) case, we see an entirely symmetric expression of regret. In the (W, W) 

and (H, H) outcomes, neither spouse can do better by individually changing their strategy.  

  

Figure 1.2.2 Regret In Spousal Game Figure 1.2.3 Regret In Prisoner’s Dilemma 

 

If we perform the same exercise on the Prisoner’s Dilemma game (figure 1.2.4) we see that strategic dominance can be 

expressed in terms of regret! If some player’s regrets are all in the same direction, then that player is subject to strategic 

dominance.  

What belongs in our universal toolbox? Regret by itself is rather uninteresting: every game contains many regrets when 

the utility landscape is non-trivial. So we need a stronger concept to fit into our universal toolbox. What would happen if 

we encode outcomes that feature no regret (outcomes with no arrows exiting)? Call this property Nash equilibria.  

Does every game have Nash equilibria? In Prisoner’s Dilemma, there is only one equilibria at (D,D). In fact every game 

with a strategically dominant outcome will have precisely that outcome as the only Nash equilibrium. In the Spousal 

Game, there are two equilibria: (H, H) and (W, W). Are all games like this? 

Conjecture 1.2.4: Every game with a finite number of players and strategies has at least one Nash equilibria. 

Time to search for counter-examples! Consider the game Rock-Paper-Scissors. The insightful reader will be able to 

encode its strategy-space, as follows: 



 

Notice that words like “tie” are merely a shorthand for some two-dimensional utility function, as before.  

Crucially, in Rock-Paper-Scissors, there are no nodes free of regret: every node has at least one arrow leaving it. We have 

thus disproven our theorem. What now? 

Despite the absence of pure Nash equilibria, notice that having a deterministic strategy in Rock/Paper/Scissors is a bad 

idea. What happens if we expand our definition of game to incorporate non-deterministic strategies?  The best mixed 

strategy a player can adopt is [⅓ ⅓ ⅓], where each strategy is randomly, independently selected with probability 0.33.  

While hard to visualize, it is easy to intuitively grasp the existence of an equilibrium in this new context. If each player 

adopts [⅓ ⅓ ⅓], neither has any regret! Thus we modify our conjecture, as follows:  

Theorem 1.2.6: Every game with a finite number of players and strategies has at least one Nash equilibria if mixed 
strategies are allowed. 

It turns out that Conjecture 2 can be proved. This theorem is a big reason why the language of modern game theorists is 

laden with the term “Nash equilibrium”.  

The proof of Theorem 1.2.6 relies on the Brouwer Fixpoint Theorem, and is outside the scope of this paper.  

Lastly, we want a way to compare this guaranteed set of Nash equilibria with some “best” outcome (typically, the 

outcome on the Pareto frontier with the greatest cumulative utility). We define two properties to quantify this 

comparison: 

 Let Price of Anarchy refer to the ratio between the worst equilibrium and the globally-optimal outcome. 

 Let Price of Stability refer to the ratio between the best equilibrium and the globally-optimal outcome. 

2.1 Potential Games and Potential Functions 

 

A question that is often asked while analyzing games is one related to the existence of the equilibria. Having means to 

know that the equilibria exists, makes it easier to focus on searching for this equilibria and analyzing the Price of Anarchy 

and the Price of stability bounds.  

 

Another important aspect is: what type of equilibria do the particular game have.  

 

One of the tools helping respond to the above questions is the existence of a function that puts together the whole 

system and enables using mathematical methods to reason around the existence and the efficiency of equilibria. Such a 

function is called a potential function, and the games whose potential function exists are called potential games.  

 
Figure 1.2.5 Regret in Rock/Paper/Scissors 



In Most cases, the potential function is represented by the sum of the estimated utilities. 

 

Finding the potential function is a complex task. To help explore this area of Algorithmic Game Theory further, we start 

by presenting an example of resource allocation games (section 2.2) where we introduce concepts, reasoning around 

finding the potential function (section 2.3) and analysis of the Price of Anarchy (section 2.5).  

 

We continue on generalizing the theorems for potential games, and presenting an analysis of the complexity of 

calculating the potential function.  

 

2.2 The Resource Allocation Game (RAG) 

 

The central problem in resource allocation games is: how to split a certain resource, let’s say some capacity C, among i 

requesters asking for a portion of it.  

Concrete example would be a backbone ISP sharing its bandwidth among smaller providers.  

 
Figure 2.2.1. Distribution Of Network Bandwidth Capacity 

Every provider bids a price bi on the Capacity C.  The resource allocator distributes the capacity C giving each provider a 

share of the capacity proportional to the ratio of the amount they bid vs the total amount.  

 

𝑥𝑖 =  
𝑏𝑖

∑ 𝑏𝑗𝑛
𝑗=1

∗ 𝐶 

 

Equation 2.2.2.  The allocation for each provider bi is proportional to the amount they are willing to bid. 

Each provider derives the utility Ui out of the Allocation xi. The utility Ui is a function of the Allocation, and shows how 

much the provider benefits from what it was granted.  

The resource allocator doesn’t know the Utility function for the various providers, so how much it allocates to everyone 

is a best guess. This is a game, because the providers try to compete each other for C, and game the resource allocator 

on its algorithm.  

The Payoff Qi is the value the provider receives out of the bid, and it is expressed by the difference of the Utility function 

for the provider i, minus the amount he spent bidding: 

𝑄𝑖(𝑏1, … . , 𝑏𝑛) = 𝑈𝑖(𝑥𝑖) − 𝑏 
Equation 2.2.3.  Payoff – Qi definition 



The sum of the user’s utilities is called Efficiency, and the maximum possible Efficiency, is called Optimal Allocation. 

Optimally, all the Capacity C should be allocated.  

The Equilibrium, for this scenario, is defined as the max payoff Q between the previous strategy and the next strategy.  

To best illustrate why there exists inefficiency in this scenario, let’s consider the case where the first bidder bids a 

positive amount b1 > 0, whereas all the other bidders bid 0. This system cannot be in equilibrium, because the first user 

can switch between strategies – amounts he bids – but his payoff will always be equal to C. Being the only one bidding, 

he gets the exclusive.  

If there are two bidders, and one of them makes changes in the amount it bids, their allocation will change in a rate that 

is not proportional to his own bidding increase. Recall the formula to allocate the bids has xi change with a rate equal to 

𝑏𝑖

∑ 𝑏𝑗𝑛
𝑗=1

 where bi is both in the nominator and denominator. Inefficiency therefore arises by the smaller “payoff” 

received when increasing amount. 

2.3 Calculating Potential Functions on RAG 

The potential function is a way to capture the dynamic of the whole system. It is a real-valued function, defined on a set 

of possible outcomes of the games, such as the equilibrium is the local optima of this function. [REF]  

Denoted by  it is calculated as the sum of the estimated utilities for the optimal allocation in equilibrium.  

 (𝑥1, … , 𝑥𝑛) =  ∑ 𝑈𝑖^(𝑥𝑖)

𝑛

𝑖=1

 

Equation 2.3.1. Optimal allocation. 

Where the estimated utility Ui^ is the weighted average: 

𝑈^𝑖 = (1 −  
𝑥𝑖

𝐶
) ∗ 𝑈𝑖(𝑥𝑖) +

𝑥𝑖

𝐶
∗ (

1

𝑥𝑖
 ∫ 𝑈𝑖(𝑦)𝑑𝑦

𝑥𝑖

0

 ) 

Equation 2.3.2. Estimated utility Ui^. 

The first part of the estimation (1 −  
𝑥𝑖

𝐶
) ∗ 𝑈𝑖(𝑥𝑖) shows the Utility in equilibrium. In equilibrium, there is very little 

benefit to changing strategy, and Ui(xi) and (1 − 
𝑥𝑖

𝐶
) ∗ 𝑈𝑖(𝑥𝑖))  are comparable.  

The second part is a weighted average of  all the Utilities of allocations xi. It compensates the Utility Ui for the part we 

are subtracting: 
𝑥𝑖 

𝐶
* Ui(xi). Since the utility function is continuous, we integrate to gets the total sum, and divide by xi for 

the average.  

The potential function is a function of the utility, which is a function of the cost. This function is strictly concave, 

increasing and continuously differentiable.  

The intuition for its concave shape should come from the fact that it is an aggregation of the utilities, and each utility 

function is itself a weighted average. Recall the average cost functions in economics, when the price is continuously 

increasing.  

Based on the graph of the potential function is easy to reason and see that the local optima exists, and even that it is 

unique. The optima would be the equilibrium allocation.  



The potential function comes into play especially on analyzing the cost on strategy change. The difference of the 

potential values when switching from strategy S to strategy S’ is a direct representation of the utility and therefore 

efficiency change between those two same strategies.  

 
Figure 2.3.3 A generic graph for potential functions. 

 

2.3.4 A Taxonomy Of Potential Games 

In the paragraph above we mentioned that the difference between potential function values when strategies change are 

directly related to the change in utility and efficiency. This relation constitutes the criteria that gets used to classify 

potential games types.  

There are 5 types of potential games.[6] 

 Exact – the change of the value of the potential function, is exactly equal to the delta in utility when shifting 

from strategy S to strategy S’.  

 (S’) –  (S) = U(S’) – U(S) 

 Weighted - the change of the value of the potential function, equals the delta in utility when shifting from 

strategy S to strategy S’, times a weight w.   

 (S’) –  (S) = w*[U(S’) – U(S)] 

 Ordinal – a positive change in the potential function, guarantees an increase in utility, and vice-versa.   

 (S’) –  (S) > 0  U(S’) – U(S) > 0  

 Generalized - a positive change in the potential function guarantees an increase in utility 

U(S’) – U(S) > 0 =>  (S’) –  (S) > 0 

 Best response – players aim at maximizing each party’s profit. 

Qi(S’) = arg max  (S) 

where Qi(S’) is the best payoff for player i.  

2.5 Analyzing Price Of Anarchy on RAG 

Theorem 2.5.1. The lower bound of the Price of Anarchy in resource allocation games is at least ½.  



Intuition and Proof: Let’s recall that the Price of Anarchy is the ratio of the efficiency in equilibrium and 

optimal efficiency, where the efficiency is the sum of utilities for this strategy.  The optimal efficiency would 

allocate all the capacity C. Therefore x* = C. (Star is used for denoting optimality, and ^ for the estimates in 

equilibrium). Reasoning further the estimated utility U^(xi) is at least half of each utility Ui(xi). Going back to 

the formula in figure 5, the second component on the sum for its calculation is the average of all Ui(xi) and  

recalling the bell shaped average function, and how the average gets calculated, the average itself is at least 

half of any value. Therefore the ratio of the efficiency in equilibrium – sum of estimations -  over the optimal  - 

one of them, will preserve being more than ½.  

We can see that the above reasoning is loose, and there is room for improvement. The following theorem 

characterizes the Price of Anarchy further.  

Theorem 2.5.2: The optimal lower bound on the price of anarchy for resource allocation games is at most ¾. 

Intuition and Proof: We established above, when giving the definition of the estimated Utility, that the value in 

equilibrium will change marginally for change of strategy, therefore we can say that the estimated utility in equilibrium 

for strategy changes: 

U(x^)  =  U’(x^)  ∗  [1 −
𝑥^

𝐶
 ] 

The optimal allocation, is the allocation of the whole bandwidth, so x* = C.  

Resuming the calculations, the Price of Anarchy is the ration of the efficiency in equilibrium, over the optimal.  

 

Let’s start with the Utility in equilibrium: 𝑈(𝑥^) + 𝑈(𝑥^) ∗ (𝑥∗ − 𝑥^) 

From the way we defined the estimated utility in equilibrium, and knowing that the optimal allocation x* = C, we get:  

𝑈(𝑥^) =  (1 −  
𝑥^

𝑥∗) ∗ 𝑈^′(𝑥^) 

We get to the below: 

𝑈(𝑥^) + 𝑈(𝑥^) ∗ (𝑥∗ − 𝑥^) =  𝑈(𝑥^) + (1 −  
𝑥^

𝑥∗) ∗ 𝑈^′(𝑥^) ∗ (𝑥∗ − 𝑥^) 

Knowing that (𝑈(𝑥∗) − 𝑈(𝑥^)) ≥  𝑈^′(𝑥^) ∗ (𝑥∗ − 𝑥^)  

     ≥ 𝑈(𝑥^) + (1 −  
𝑥^

𝑥∗) ∗ (𝑈(𝑥∗) − 𝑈(𝑥^))  

Expanding: 

     = ( 
𝑥^

𝑥∗) ∗ 𝑈(𝑥^) +  (1 −  
𝑥^

𝑥∗) ∗ 𝑈(𝑥∗)   

From the definition of 𝑈(𝑥^), 𝑈(𝑥^) ≤  ( 
𝑥^

𝑥∗) ∗ 𝑈(𝑥∗) 

     ≥  ( 
𝑥^

𝑥∗) ∗ ( 
𝑥^

𝑥∗) ∗ 𝑈(𝑥∗) +  (1 −  
𝑥^

𝑥∗) ∗ 𝑈(𝑥∗) 



Substituting ( 
𝑥^

𝑥∗) =  
1

2
 from the reasoning we did above, and from the precondition that the Utility function is the 

Identity function. Ratios of Utility will apply to allocation.  

     ≥
1

4
∗ 𝑈(𝑥∗) +

1

2
∗ 𝑈(𝑥∗)  

We arrive at: 

      =
3

4
∗ 𝑈(𝑥∗) 

And the ratio expressing the Price of Anarchy: 

PoA =>  
𝑈(𝑥^)+𝑈(𝑥^)∗(𝑥∗−𝑥^)

𝑈(𝑥∗)
 = 

3

4
 

3.1 Roadmap 

So far, we have motivated the study of games, introduced Nash equilibria as a “tool” for understanding those games, 

and quantified such equilibria as local optima of potential functions. Next, I want to present modern criticisms of Nash 

equilibria, which come from the discipline of complexity theory. In order to arrive at an understanding these criticisms, 

this final section of the paper is left intentionally high-level.  

3.2 An Introduction To Complexity Classes 

Algorithms are defined against the bedrock of a problem specification. Problems often share properties in common.  

These could include: 

1. Class of problem (e.g., decision problems) 

2. Model of computation (e.g., deterministic Turing Machine) 

3. Resource bounds (e.g., logarithmic space) 

4. Similarities between algorithms known to solve the problem (e.g., greedy algorithms) 

A complexity class is the set of all problems that holds one such property in common. Because the space of problems 

and the ways they might overlap is myriad, so too is the space of all complexity classes. Here is the complexity zoo, a list 

of the major complexity classes studied today: 



 
Figure 3.2.1 The Complexity Zoo 

Complexity classes encode similarities within problem specifications, but are there similarities within complexity classes?   

3.3 P vs NP 

To help motivate our answer to this question, we turn to two complexity classes: P and NP. 

 Let P represent the set of all problems whose solutions can be found in polynomial time. 

 Let NP represent the set of all problems whose solutions can be checked in polynomial time.  

One of the key motifs within complexity theory is subset analysis; that is, does the set of all problems with property A 

happen to encapsulate the set of all problems with property B? 

We can run such an analysis here. P ⊆ NP, because every problem in P is clearly also in NP, because in the worst case, 

the Verifier would recompute the algorithm guaranteed by P. Are there problems that can be verified quickly, but not 

solved quickly (consult Figure 10)?  You are asking “does P = NP”, arguably in the top five most important open questions 

in all of mathematics. 

 
Figure 3.3.1 P vs NP Euler Diagrams 

We’ll return to this issue in a moment. 

3.4 Reducibility and NP-Complete 

We need to introduce another complexity class to help us reason about the P = NP issue. 

 Let NP-Hard represent the set of all problems at least as hard as the hardest NP problem.  



To understand NP-Hard, I must explain a second central motif within complexity theory: problem reduction. It turns out 

that shared properties is not the only way we can think about problem space; we can also think about the process of 

transforming one problem into another.  

Let’s get concrete. Suppose I have the following SAT problem: 

 (A ∨ B) 

 (¬A ∨ ¬B ∨ ¬C)  

 (¬A ∨ B ∨ C) 

To solve such a problem, we need the truth values of A, B, and C such that all three statements valuate to TRUE.  

This problem can be reduced into a vertex cover problem of a graph, where each variable has two nodes (one per truth 

value).  Please see Figure 3.4.1.  

 
Figure 3.4.1 Reducing SAT to Vertex Cover 

Since it takes polynomial time to covert Vertex Cover into SAT, we know that Vertex Cover is no harder than SAT. If we 

somehow discovered a polynomial-time solver for SAT, it would only cost polynomial-time to translate the SAT solution 

to Vertex Cover. That is, if SAT is in P so is Vertex Cover. That is, Vertex Cover is NP-Hard. 

NP-hard problems need not be in NP. It would be nice to refer to problems that reside in both complexity classes. 

 Let NP-Complete represent the intersection of two sets of problems: NP ∩ NP-Hard 

Every problem X in NP can be reduced in polynomial time to problem Y in NP-hard.  

 
Figure 3.4.2 P vs NP vs NP-Hard vs NP-Complete 

3.5 The Tractability Barrier 

In his Computing Equilibria: A Computational Complexity paper [3], Tim Roughgarden presents the following: 



Consider two problems about grouping individuals together in a harmonious way. 

1. You have a database with the rankings of 1000 medical school graduates over 1000 hospitals, and of these 

hospitals over these new doctors. Your task is to find a matching of doctors to hospitals that is stable: there 

should be no doctor-hospital pair who would rather be matched to each other than to their assigned 

partners. 

2. You work for a company with 150 employees, many of whom do not get along with each other. Your task is 

to form a committee of fifteen people, no two of whom are incompatible, or to show that this is impossible. 

Is one of these problems “computationally more difficult” than the other? If you had to solve only one of them — by 

the day’s end, say — which would you choose? 

Despite the surface similarities between these two problems, at some deeper level there is a yawning chasm that 

separates them. The first problem features an O(n2) running time; the second problem has O(n!) running time. To those 

uninitiated in this style of resource analysis, the difference between these two asymptotes may not seem like much; but 

as can be seen in Figure 12, the second problem quickly becomes incomputable, at least from a pragmatic perspective.  

 
Figure 3.5.1 Execute Times Vs. Problem Size 

In fact, this divide between tractable and intractable problems can even be visualized. Allow me to speak informally for a 

moment. In the domain of machine learning, a programmer might wish to implement some kind of gradient descent 

algorithm (that is, moving along a slope in order to discover local optima). For such problems, we can often graph the 

topology of the underlying solution-space. In practice, as we subtly change the problem specification, we can observe 

the topology change radically:  

 
Figure 3.5.2 Visualizing The Topology Of Tractability Barriers  



This type of evidence is enough to convince many theorists that the tractability barrier is more than just a mirage. 

Tractable problems are associated with problems in P, intractable problems with the NP-Complete complexity class. 

Another source of evidence for the tractability barrier is the history of algorithm design. Ever since Alan Turing 

conceived of his eponymous machine in 1936, computer scientists have been designing thousands of decision problems 

& algorithms to throw at it. In the intervening period, the vast majority of these problems are either P, or NP-Complete.  

In fact, problems in (NP / P ∪ NP-Complete) are so rare that they are often given a name NP-Intermediate. 

Such results would be hard to explain without the existence of a tractability barrier.  These are intuitive reasons why 

most computer scientists suspect that P ≠ NP.  

3.6 Hasse diagrams and coNP 

 

I’m going to need to introduce another complexity class. But the Euler diagram technology (Figure 3.4.2) is reaching its 

limits of cognitive accessibility. So let me translate this same information into Hasse diagrams. Just as we can capture 

subset information as morphisms between objects (see Figure 3.6.1), we can represent complexity class subset 

information (Figure 3.6.2). Take a minute to prove to yourself the equivalence between Figure 3.4.2 and Figure 3.6.2.  

 

 

 
 

Figure 3.4.2 (reprint).  Figure 3.6.1. Hasse 

diagram of a power set. 

Figure 3.6.2. Hasse-like diagram of 

complexity classes 

 

One complication I have not yet explicitly stated, is that all of these classes based on P and NP include another 

requirement about their constituents. Namely, all problems within P and NP are decision problems; that is, these 

problems require yes or no answers.  

 

 Let NP represent the set of all “yes” decision problems whose solutions can be checked in polynomial time. 

 Let coNP represent the set of all “no” decision problems whose solutions can be checked in polynomial time. 

Just as we defined the class NP-Hard based on reductions from NP, we can define coNP-Hard based on reductions from 

coNP. Just as we defined NP-Complete as NP ∩ NP-Hard, we define coNP-complete as coNP ∩ coNP-Hard. 

In the end, we arrive at the following, an enriched Hasse-like diagram. 



 
Figure 3.6.3. Hasse-like diagram of more complexity classes. 

For technical reasons outside the scope of this paper (related to the collapse of the polynomial hierarchy), complexity 

theorists tend to believe NP ≠ coNP with as much fervor as they do P ≠ NP, despite the absence of proofs for either 

conjecture.   

3.7 Equilibria Considered NP-Intermediate.  

Problems in game theory typically involve computing Nash equilibria.  

Most NP-Complete problems, (e.g, SAT) draw their intractability from the notion that no solution may exist. In contrast, 

because of Nash’s universality theorem (Theorem 1.2.6) we are guaranteed the existence of at least one Nash equilibria. 

So we would be justified in hoping that equilibria computations are tractable.  

We can, in fact prove that Nash equilibria computations (call this problem class NASH) is unlikely to be NP-Complete. 

Theorem 3.7.1 Equilibria computations are NP-Complete iff NP = coNP. 

Proof. If NASH is NP-Complete, then there exists some polynomial-time reduction f from SAT to NASH.  

 
Figure 3.7.2. An efficient SAT --> NASH reduction f() 

We know from theorem 1.2.6 that NASH always has a solution, so any solution to NASH will tell us whether the SAT was 

solvable.  

For every formula ɸ, ɸ is satisfiable iff any Nash equilibrium of f(ɸ) satisfies some easy-to-check property X. But now, 

given any unsatisfiable ɸ, we could create a non-deterministic algorithm to guess a Nash equilibrium of f(ɸ) and check 

that it does not satisfy X. But the existence of such an algorithm, one which can verify the unsatisfiability ɸ, implies that 

NP = coNP. 

Since NP = coNP is considered almost as unlikely as P = NP, we consider that NASH is unlikely to be NP-Complete.  

But if we cannot show NASH as either P or NP-Complete, that makes is one of the very-rare species of NP-Intermediate. 

3.8 New Complexity Classes 

That equilibria computations are NP-Intermediate sent algorithmic game theorists back to the drawings board, searching 

for new complexity classes able to resolve that tractability questions plaguing them.  

 Let TFNP represent the set of all problems with solutions that are guaranteed to exist.  



Equilibria computations, of course, exist in TFNP because of the Nash’s universality theorem (Theorem 1.2.6). 

 Let PPAD represent the set of all problems with guaranteed solutions via directed path-following algorithms. 

 Let PLS represent the set of all problems with guaranteed solutions via local search.  

It turns out that NASH can be shown to be PPAD-Complete. In other words, in certain contexts computing Nash 

equilibria is intractable! 

3.9 Rethinking Nash Equilibria 

Such alarming conclusion raises doubts on Nash equilibria as an organic computation. For example, the classical intuition 

that the “invisible hand” of the market is gravitating outcomes towards Nash equilibria is likely false.  

 

What now? Algorithmic game theorists are basically pursuing two distinct research pathways: 

 

First, there is much research directed towards approximating Nash equilibria.  Perhaps the free market cannot compute 

pure Nash equilibria, but perhaps it is locating good-enough “ϵ-Nash” solutions that are close to the true local optima. 

This research line is vibrant even today, but has not yet succeeded at rendering large swathes of game theoretic 

desiderata tractable. 

 

Second, there has been a search for other notions of “game attractors” which are more computationally tractable.  For 

those interested in reading more, one ch, one popular replacement concept is something called correlated equilibrium.  
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