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An Introduction To Group Theory 
Five axioms comprise the substrate of addition: closure, associativity (a+b)+c = a+(b+c), identity element a+0 = 0+a 
= a, inverse element a + (-a) = (-a) + a = 0, and commutativity a+b = b+a. On inspection, a similar set of five axioms 
comprise multiplication, except that the identity element is 1, and the inverse element in 1/a. In light of the 
massive similarities between these two axiomatic structures, it becomes tempting to generalize them: 

 
Figure 1: A group generalizing addition and multiplication 

Let’s call these five axioms together an Abelian Group, with the following three input variables: 

 A represents any set. Possible examples include { Ƶ, N, R, C, ... } 

 • represents any operator. Possible examples include { +, *, min(), concat() } 

 e represents any identity element. Possible examples include { 0, 1, ∞, {} } 
Can groups exist that support a subset of all five axioms? Yes. If we cast the five axioms into five predicates, an 
Abelian group can be stated as the binary string 11111, with the first and last bit representing commutativity and 
closure, respectively.  This allows us to attach names to alternative binary sequences. Three other sequences are of 
particular interest to us: 01111 is a Group, 00111 is a Monoid, and 10111 is a Commutative Monoid.  
An Introduction To Ring Theory 
Just as quarks are the building blocks of hadrons (e.g., the proton), groups are the building blocks of rings. The 
intuition here is that most interesting algebraic structures consist of more than just one operation against a set. 
Rather, two groups may “glued together” into a ring, joined by left- and right- distributivity axioms that allow the 
multiplicative “aggregation” operator to distribute over the additive “combination” operator.  
We may also describe rings as binary strings of axioms. Let a Field be the combination of two Abelian Groups: 
11111.11111.11 where the first quintet is the additive group, the middle the multiplicative group, the last the 
distributivity axioms. Three other ring-like structures of note are Ring, Semiring, and Commutative Semiring: 

 
Figure 2: Different ring-like structures 



What’s So Special About Semirings? 
Why does the axiomatic sequence 10111.00111.11 (semiring) play such a vital role in computer science, when 
other sequences (e.g., rngs with 11111.00111.11) are seldom mentioned? To understand this fact, we turn to the 
Chomsky-Shutzenberger theorem. Their paper [9] begins with grammar as a generative rule-based engine; e.g.:  
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Figure 3: Example of a generative grammar 

The set of all sentences produced by a grammar is often non-finite; however, it is possible to associate weights to 
each sentence via the language of the formal power series (a power series is a0 + a1x + a2x

2
+…, a formal power 

series is coefficient vector [a0, a1, a2, …]). The paper goes on to show that its particular construction “extends to a 
mapping of our non-commutative power series onto the ring of the ordinary (commutative) formal power series”. 
Further, section 4.1 defines the notion of grammar families, and section 4.2 proves that the most restrictive family 
considered (the context-free grammar family) achieves closure, and thus constitutes a semiring. This deep 
connection between Natural Language Processing and formal power series, I believe, goes a long way towards 
explaining the frequent appearance of the semiring flavor of ring.  
Semirings As Algorithm Enhancement 
Goodman [8] begins with interesting connection between dynamic programming (DP) and first-order logic. It turns 
out that procedural versions of DP can be written in a more concise, logical syntax: 

 
Figure 4: Item Description characterization of both the recognition and inside CKY algorithms 

The key point is that semirings permit this process to be inverted: plug the “Boolean” commutative semiring 
<{TRUE, FALSE}, ˅, ˄, FALSE, TRUE> into this Item Description, and you reconstruct the recognition 

algorithm; while the “inside” commutative semiring <[0,∞], +, *, 0, 1> yields the inside algorithm.  
Semirings are not very computationally interesting on their own. Their benefit is made clear when conjoined to 
algorithms. Algorithmic structure and data structure topography together specify a set of acceptable ring-like 
types.  Some algorithms accept only commutative semirings (e.g., recognition), others just semirings. 
Note here an interesting fact about optimization: if we remove the (˄ TRUE) clause from the recognition algorithm, 
we gain cycles in exchange for losing the ability to automatically reconstruct the inside algorithm.  
 
 
 



Inference On Rings: Links To Algebraic Properties 
Thus, we have evidence of an interesting relationship between inference features and algebraic properties. Let us 
give this picture more detail by examining how the following three inference considerations interact with algebraic 
structures: algorithmic ordering, infinite loops, and tie breaking. 
First, algorithmic order affects ring category. Most of Goodman’s semirings are commutative semirings. However, 
three of the semirings treated (derivation forest, Viterbi-derivation, Viterbi n-best) are noncommutative. The 
explanation for this boils down to the fact that the aggregation operator, a kind of concatenation, is order-
dependent. [3] also mentions the fact that their target commutative semirings could be dropped to simply 
semirings, if the algorithm designer specifies an explicit loop order. 
Second, infinite loops often cause algorithms to require rings with additional properties. Goodman [8] notes that: 
“For parsers with loops, we will also require that sums of an infinite number be well defined. In particular, we will 
require that the semirings be complete… [and] also continuous”. Note that a complete semiring is a semiring with 
an additive operator defined across infinite sets, and a continuous semiring has that operator be the supremum.  
Third, notice how all of the above algorithmic features constrain the set of possible ring-like structures. But this 
need not be the case: algorithms can bow to meet a desirable semiring category. For example, in the derivation 
forest algorithm, all derivations tied for best are often preserved [8], just so that associativity might be preserved.  
Semiring Design: Hints At A Search Space 
The reader may have noticed that semirings were initially used to consolidate a disparate collection of algorithms 
into an algebraic framework. What is the point of exploring properties of this framework, if its relationship to 
inference algorithms amounts to bookkeeping? In my view, however, ring theory represents more than an ad-hoc 
taxonomic system. Rather, it stands to enrich wide swathes of computer science via the underexplored, creative 
process of semiring design, as a complement of the better-understood process of algorithm design. 
The challenge posed by semiring design is: “what useful semirings could I discover to harvest new information 
from my data?”. Researchers have begun to nod towards the existence of such a search space. Pralet, Schiex, and 
Verfaillie [2] bind similar semirings into Multi Commutative Semirings (Table 5, left). An unanswered question: 
what other combination operators besides { min, max, + } might extend Extended-SSAT framework, and why?  

 

 

Table 5: Multi-Commutative Semirings (left) and Arc-Consistent semirings (right) 

In the same vein, Werner and Shekhovtsov [6] identify a class of arc-consistent semirings that uniquely facilitate 
CSP algorithms (Table 5, right), but admit “we do not know yet how to characterize AC-semirings by more 
elementary semiring properties.” One can imagine that, once such a relationship is found, the ability to locate 
useful AC-semirings would be enhanced.  
Semiring Design: The Lifting Trick 
Let me turn now to a “trick” mentioned in Li & Eisner’s paper, which provides a particularly interesting tool to the 
discipline of semiring design. In the domain of finite state-transducers, an expectation semiring [4] [5] is one that 
calculates first-order statistics (e.g., feature counts). A variance semiring was later introduced to complement this 
semiring. This semiring [3] “computes second-order statistics (e.g., the variance of the hypothesis length or the 
gradient of entropy). The variance semiring is thus essential for many interesting training paradigms such as 
minimum risk, deterministic annealing, active learning, and semi-supervised learning.” Figure 6 illustrates the 
components of these two semirings. 
As you can see, semiring-based algorithms are not necessarily constrained to two operators. In the above 
semirings, note the third operator - an extension of the Kleene star.  We can also access more operators implicitly: 
in lattice-based semirings, for example, a partial-ordering operator ≼ is smuggled into the structure via the Set 
argument. Finally, we can also apply traditional operators in “sneaky” ways: in the min-sum algorithm, a constant 
number of applications of the combination operator (e.g., executing a⊗a j times) is repeated addition, which can 
be optimized into a single multiplication procedure (e.g., j*2*a). 
Consider again the two semirings in Figure 6. Could you design the Variance Semiring from scratch? Interestingly, a 
computer could: it is possible to mechanically derive the Variance semiring from the Expectation semiring. 



 

 
Figure 6: First-Order and Second-Order Semiring, with additional Closure operator 

For reasons of space, let me merely summarize the procedure here. First, take the expectation semiring for set 
elements <p, r>, and duplicate it into a equivalent semiring <s,t>. Next, concatenate <p,r> and <s,t> into a single 
set <<p,r>,<s,t>>.  Then, apply the original Expectation semiring rules on this more complicated data structure. 
Once we execute the operations on this new element structure, re-map all operators (e.g., multiplication to the 
multiplicative operation), and again crank the algebra handle. The final step is to flatten each result into a single 
dimensional object.  
This “lifting trick” (duplicate-concatenate-execute-remap-execute-flatten) exactly reproduces the variance 
semiring. I suggest that this trick may be productively applied in other semiring design contexts: find other first-
order semirings, and see if lifting them into second-order semirings facilitates novel inference patterns. 
Inference On Rings: Performance Implications 
Let me close by returning from semiring design to questions of efficiency.  Pralet, Schiex, and Verfaillie [2] states 
explicitly “we assume that aggregation and combination operations take a bounded time”; indeed, this assumption 
is pervasive. Swapping out semirings tends to have negligibly influence computational complexity.  
But semirings are not entirely neutral in questions of efficiency. For example, many of Goodman’s algorithms have 
been generalized by a cube summing framework [7]; however, when these methods are optimized via lazy 
computation, the algebraic structure loses its associativity and its distributivity axioms.  
Finally, the clarity of semirings can illuminate domains of efficiency. For example, if your semiring analysis tells you 
that your semiring operators are vector operations, you can use this information during algorithm design, to avoid 
using the semiring unnecessarily, to preserve sparsity (e.g., the backward pass described in section 5 of [3]). 
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